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Abstract—Advances in technology of semiconductor make 
nowadays possible to design Chip Multiprocessor Systems equipped 
with huge on-chip Last Level Caches. Due to the wire delay 
problem, the use of traditional cache memories with a uniform 
access time would result in unacceptable response latencies. NUCA 
(Non Uniform Cache Access) architecture has been proposed as a 
viable solution to hide the adverse impact of wires delay on 
performance. Many previous studies have focused on the 
effectiveness of NUCA architectures, but the study of the energy 
and power aspects of NUCA caches is still limited.  
In this work, we present an energy model specifically suited for 
NUCA-based CMP systems, together with a methodology to employ 
the model to evaluate the NUCA energy consumption. Moreover, 
we present a performance and energy dissipation analysis for two 
8-core CMP systems with an S-NUCA and a D-NUCA, respectively. 
Experimental results show that, similarly to the monolithic 
processor, the static power also dominates the total power budget in 
the CMP system. 
Keywords: CMP, NUCA, energy dissipation, wire delay, power 
consumption 

I.  INTRODUCTION 

The use of on-chip large Last-Level-Cache (LLC) [1][2][3] 
and multiple homogeneous cores (Chip Multi-Processor, CMP) 
[3][4] are two of the main features that characterize current 
microprocessor design. Both of these aspects are a simple yet 
effective way of leveraging the ever growing number of 
transistors available on the die: in fact, continuous manufacturing 
advances in semiconductor technologies are still satisfying 
nowadays the famous Moore’s prediction [5]. The feature size 
shrinking of manufacturing processes reduces transistor 
switching time, enabling higher clock frequencies for 
microprocessor pipeline that, together with growing integration 
capabilities, translate in performance improvements. While 
increasing clock frequency leads to an improvement in processor 
performance, it also increases power consumption. At the same 
time, the performances of on-chip conventional caches are 
jeopardized by the wire delay problem [6][7][8]: as the 
dimensions of on-chip wires is reduced and the signal 
propagation delay consequently augments on such wires, the 
higher the clock frequency the higher the number of clock cycles 
needed to propagate a signal on the on-chip communication lines 
[9]. Consequently, the access time increases in large conventional 
on-chip caches due to wire delay, since most of this time is spent 
for signal routing on interconnections. In order to reduce the 
effects of the long cache latencies on the overall system 
performances, NUCA caches (Non-Uniform Cache Access) have 
been proposed for both single-core and CMP systems [10][11] 
[12][13][14]. 

In a NUCA architecture, the total cache space is partitioned 

into many independent banks usually interconnected by a 
switched network. In this model the access latency is 
proportional to the physical distance of the banks from the 
requesting element (typically one core or a single cache 
controller). The mapping between cache lines and banks can be 
performed either in a static or dynamic way (namely S-NUCA 
and D-NUCA); in the former, each line can exclusively reside in 
a single predetermined bank, while in the latter a line can 
dynamically migrate from one bank to another. When adopting 
the dynamic approach, blocks are mapped to a set of banks, 
called bankset, and they are able to migrate among the banks 
belonging to their bankset. The migration mechanism allows data 
to move towards the most frequently referring CPUs, thus 
reducing the average cache latency by storing the most frequently 
accessed blocks in banks close to the referring CPUs. 

Various previous works have shown that NUCA-based 
systems are effective in hiding delay effects on performance 
[14][15][16][17][18], and several works have shown interest in 
energy aspects of such architectures. In [19] [20] techniques are 
proposed dealing with the reduction of power consumption, 
while in [21], a model for NUCA interbank network elements is 
devised. In [22], an energy model is defined for a single core 
NUCA based architecture, taking into account both static and 
dynamic contributions of NUCA caches. In [23][24][25] the 
model proposed in [22] is employed to evaluate energy aspects of 
proposed solution in CMP environment. 

This work extends the model proposed in [22] presenting an 
energy model specifically suited for NUCA-based CMP systems 
and a methodology to employ the model in order to evaluate 
NUCA energy consumption. In addition, we propose an analysis 
of both performance and energy dissipation for two 8-core CMP 
systems respectively adopting an S-NUCA and a D-NUCA as 
LLC. We show that, similarly to the monolithic processor case 
[22], also for multicore NUCA systems the static component 
dominates the total power budget despite of the increase in the 
number of traffic sources (i.e. many processors accessing the 
shared LLC), and of the communication overhead due to the need 
of managing the coherence.  

The rest of this work is organized as follows. Section II 
describes the reference architecture considered in our study. 
Section III extensively describes our energy model. Section IV 
exposes the adopted evaluation methodology, while in Section V 
performance and energy results are presented and discussed. 
Section VI presents some related works, and Section VII 
concludes this paper.  

II. REFERENCE ARCHITECTURE 

Figure 1 shows the architecture of our reference NUCA CMP 
system, organized in a dancehall configuration. We consider 8 
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coherence operations in our model, as a cache access implies one 
or more directory accesses depending on the current request type 
(e.g. L1 read miss or writeback) and block state (e.g. 
shared/private, clean/dirty). These directory accesses translate in 
extra TAG read or writes in addition to the canonical TAG search 
needed to detect whether the access is a hit or a miss. For 
example, in the considered coherence protocol, when a Read Hit 
occurs in L2, an extra TAG write in order to update directory 
information follows TAG lookup and a block read. 

For network links, the overall dynamic energy consumption 
can be calculated by accumulating the energy dissipated by each 
link during each flit traversal: 

_ _ _ ∙

_

 (4) 

where Num_links is the total number of network links,  is the 
energy required to transmit a flit on the link i and 

_ _  is the total number of flits traveling on link i 
during the whole application execution as a result of the 
operations performed by all the processor cores. The value of 

 can be calculated according to the following formula: 
	 ∙ _ _ _ ∙  (5)

where α is the switching activity factor, num_of_link_wires is the 
number of lines that constitute the link (i.e. is the link width in 
bits), and  is the energy spent to drive a single line.  
was calculated adopting a simple capacitance model according to 
the following formula: 

1
2
∙ ∙  (6) 

where V is the drive voltage of the wire and Cwire is the 
capacitance of the wire calculated as: 

∙ _  (7) 

where  is the capacitance per unit length and wire_lenght is 
the length of the wire. We referred to the Berkeley Predictive 
Technology Model [38] to derive wire resistance and capacitance 
per unit length. The length of each link, and thus its total 
resistance and capacitance, was calculated according to the 
physical dimensions of cache banks derived from CACTI and 
assuming that each link surrounds a memory bank. 

For network switches, we referred to the model presented in 
[40] and we calculate the overall dynamic energy as follow: 

_ _ _

_

∙ _  

(8) 

where Num_switches is the total number of network switches that 
are present in the system, _ _  is the total 
number of flits that travel throught the switch i and _ 	is 
the energy consumed by the switch i when elaborating a single 
flit. Its value can be determined with Orion. 

C. Static component 

The static energy dissipated by cache is due to leakage 
currents. The elements that contribute to dissipate static energy 
are banks and network switches, so  and can be calculated 
as follows: 

_

∙ _

_

_

	_

 

(9) 

where _ 	 and _ 	 are the static power 
consumption that affect each single element and can be 
determined with the CACTI tool and the Orion 2.0 tool[40], 
respectively. 

D. Off- cache energy 

_  represents the dynamic energy dissipated during 
off-cache accesses due to cache misses. It can be calculated as: 

_ _ _ _ ∙ _ _  (10) 

where _ _  is the dynamic energy spent for each off-
cache access (including main memory and off chip access) and 
n_off_cach_accesses is the total number of accesses to the 
DRAM performed to solve cache misses. 

For off-cache energy, we assumed that the L2 cache is backed 
by off-chip DRAM memory; the term Eoff-cache corresponds to the 
energy dissipated by the DRAM memory during off-chip 
accesses. We derived the energy dissipated on each main 
memory access (Eoff-cache access) assuming a modern DDR2 system 
[45] and the related bus[45]. With the same approach taken by 
previous works [43][44], we focused our evaluation on the 
energy dissipated during active cycles (read/write cycles), 
isolating it from the background energy that is associated to each 
DRAM power state. 

IV. METHODOLOGY 

A. Considered architecture 

The architecture considered for this study is depicted in 
Figure 1. It is a CMP system based on 8 UltraSparc II processor, 
where each core has its private L1 Instruction and Data caches 
and is connected to a shared L2 cache that is a NUCA (used 
either as a S-NUCA or a D-NUCA). We assume the system being 
backed by a 2GB DDR memory. Architectural details of the 
system are reported in Table I. 

B. Simulation tools 

The simulation platform adopted for this study is based on 
Simics [35], that we employed to perform full system simulations 
of the CMP system. We used GEMS [36] in order to simulate the 
cache and memory hierarchy. We used both simulators to 
produce execution statistics needed by the proposed energy 



 

 

model (e.g. type and respective number of bank accesses, number 
of flit transmissions, execution time, total number of flit 
traversals,…). The resulting execution statistics and the energy 
parameters that have been previously described are taken as 
inputs by our energy model to derive the energy and power 
consumption. Figure 2 depicts the adopted methodology, while 
Table II reports the values adopted for energy and power 
dissipations. We estimated power and energy with the tools 
[37][38][40] and the datasheet [45] already mentioned in Section 
III. We considered a temperature of 80°C that is quite is 
representative of the typical working condition of the processor 
[22]. 

 
 

 
Figure 2 Methodology  workflow adopted in the evaluation: execution statistics 

for the chosen benchmarks are collected by Simics and GEMS and then 
combined with the energy parameters in order to get the energy model and 

finally the energy consumption. 

TABLE I. CONFIGURATION PARAMETERS 

Tech, node 65nm 

CPUs 8 cpus (Ultra Sparc II), in-order 
Clock 
Frequency 

~5 GHz 

L1 cache 
Private 16 Kbytes I + 16 Kbytes D, 2 way s.a., 
latency: 1 cycle to TAG, 2 cycles to TAG+Data 

L2 cache 
16 Mbytes, 64 banks,256 Kbyte banks, 4 way, 
latency:5 cycles to TAG, 8 cycles to TAG+Data 

Block Size 64 bytes 
NoC 
configuration 

Partial 2D Mesh Network, flit size: 128 bits, 
switch latency: 1 cycle, link latency: 1 cycle 

Main 
Memory 

2 GByte, 300 cycles latency 

V. EXPERIMENTAL RESULTS 

We simulate the execution of ocean, barnes, radix, radiosity 
and raytrace from the SPLASH-2 suite, and blackscholes, 
bodytrack, canneal, streamcluster and swaptions from the 
PARSEC 2.0 suite. We also run a set of applications from the 
SPEC2K suite (mcf, bzip2, art and parser, each loaded twice in 
order to have eight processes). We choose the Cycles-per-
Instruction (CPI) as the reference performance indicator, and the 
bytes-per-instruction as the reference NoC traffic indicator. We 
also propose a detailed evaluation of both static and dynamic 
energy dissipation. 

TABLE II ENERGY PARAMETERS OPERATING AT A 80°C TEMPERATURE 

_  12,3 pJ 

_ (5 port switches) 93,5 mW 

_ (4 port switches) 84,6 mW 

_ (3 port switches) 76,3 mW 

_  (5 port switches) 129 pJ 

_  (4 port switches) 98,5 pJ 

_  (3 port switches) 78,5 pJ 

_  355,958 mW 

_  434,705 pJ 

_      86,941 pJ 

_     _  86,941 pJ 

_ _  31836 pJ 

 

A. Performance Evaluation 

Figure 3 shows the Normalized CPI for the considered 
benchmarks. As observed, for the adopted configuration, the D-
NUCA performs better than the S-NUCA for the considered 
applications, with the exception of radiosity, radix and 
streamcluster, for which S-NUCA outperforms D-NUCA up to 
5%. On average, adopting the dynamic mapping policy leads to a 
performance increase by about 4%. 

 
Figure 3 Normalized CPI 

It is worth noting that for three applications D-NUCA 
performance is better than S-NUCA in a noticeable percentage: 
raytrace (+9%), blackscholes (+10%) and spec2K (+9%). This 
effect is due to the combination of different factors. As shown in 
Figure 4, the D-NUCA hits distribution for these applications is 
strongly unbalanced, resulting in a 70-80% of total hits in the 
ways number 1 and 8, which are the closest to the processor 
nodes. This different hit distribution has a direct impact on the L2 
hit latency as shown in Figure 5: the NUCA response time, in 
case of a L2 hit, is reduced up to 20% for blackscholes.  

This is a consequence of the migration mechanism that is able 
to move most frequently accessed blocks near the referring 
processors. We observe that other applications present an 
excellent reduction in the L2 hit latency, thanks to the changes of 
the hit distribution among NUCA banks: ocean, bodytrack and 
streamcluster. However, such benchmarks present little 
performance improvements (ocean, bodytrack), or even 
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degradation (streamcluster), due to the strong increase in the 
number of L2 misses (ocean and streamcluster) and/or due to the 
small number of L2 accesses that is a consequence of a reduced 
L1 miss rate (less than 0.5% for bodytrack and streamcluster). L2 
miss rate and L1 miss rate are reported in Figure 6 and Figure 7. 
 

 
Figure 5 Normalized average L2 Hit Latency 

 
Figure 6 L2 miss rate 

 
Figure 7 L1 miss rate 

Other applications, like barnes and canneal, present a 
moderate L2 hit latency improvement (6% and 9% respectively) 
and a slight L2 miss rate degradation. Consequently, the CPI 
improvement is also limited. This is due to the fact that such 
applications, similarly to radiosity and radix, present a very high 
number of blocks accessed in a shared fashion by all the threads 
of the application. In other words, when adopting the migration 
mechanism, blocks never succeed in being stored in low-latency 
ways (Way 1 and Way8) since they are alternatively accessed by 
processor nodes that stay at opposite sides of the shared NUCA, 
each alternatively moving the shared blocks in opposite 
directions. This is a well-known phenomenon of D-NUCA 
caches, called ping-pong, whose impact on performance can be 
mitigated by adopting more sophisticated techniques such as a 
replication mechanism [18]. 

 
Figure 8 Total NoC traffic 

Figure 8 shows the total amount of NoC traffic. In particular, 
the figure highlights how the control and data traffic impact on 
the overall traffic generated during the execution. In the 
implementations, control message size is 8 bytes (header only), 
while data message size is 72 bytes (8 bytes for the header, 64 
bytes for the data). The total bandwidth utilization increases for 
all the applications when moving from S-NUCA to D-NUCA. In 
detail, the control message component of the NoC traffic strongly 
increases, whereas the data message component decreases or stay 
constant. The increase in the control component of the NoC 
traffic is due to the extra network traffic needed by the multicast 
search mechanism and to the migration mechanism, although 
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with a lesser extent. The reduction of the paths length of data 
messages from L2 banks to the core is also effective in reducing 
the corresponding component of the total NoC bandwidth 
utilization, for those applications that are able to take advantage 
from the migration mechanism. In fact, as the most part of the 
accesses are to shared blocks, and considered that the effects of 
ping-pong on the access pattern does not let such blocks to be 
stored in faster banks, the amount hops (i.e. the path length) data 
messages have to traverse to be delivered is not reduced so much, 
and this let the data component of the total NoC traffic no to be 
reduced in all the considered cases, or even increased for some 
benchmarks (e.g. canneal). 

 

B. Evaluation of the energy dissipation 

Figure 9 shows the total energy consumption in a single run 
for all the considered applications and for the different NUCA 
architectures. First, we notice that for every architecture the 
dominating component is the static energy. Instead, the dynamic 
consumption varies from about 0,6%, in the case of streamcluster 
with S-NUCA, to about 11% for radiosity with D-NUCA. The 
high impact of the static component over the dynamic one can be 
explained considering the low number of operations performed in 
L2 and off chip with respect to the total application runtime as 
consequence of the high L1 hit rate. 

If we consider the applications that take advantage from the 
adoption of the migration mechanism (like raytrace or the 
spec2K), we observe that the dynamic component, even if it does 
not reduce or even increases, is always overwhelmed by the 
reduction of the static component. This is because static energy 
savings derive from the shorter execution time, that we can see 
for example in the reduction of the CPI. In fact, if we consider 
applications (like radix) whose performance are degradated when 
adopting D-NUCA, we observe that D-NUCA dissipates more 
static energy because the execution time is higher with respect to 
the S-NUCA. We also observe that ocean slightly reduces the 
static component, but the total energy budget augments because 
the dynamic component increases. 

In Figures 10 and 11 we show the static and dynamic 
consumption breakdown, respectively, for all the configurations 
and applications. As for the static energy, we observe that the 
most important component of leakage power comes from cache 

banks consumption, whereas the contribution of switches is very 
low, about 15%. The small switch component of the static energy 
comes from the adoption of simple NoC switches, which also 
relay on little input and output buffers (1 flit buffers). The cache 
banks component is dominant, and is the most influenced by the 
CPI reduction: the lowest the execution time, the higher the 
reduction of the energy dissipation. It is interesting to analyze the 
breakdown of the dynamic energy dissipation. Figure 11 shows 
that the most relevant dynamic component is the switch activity 
in the forwarding process. The contribution of the wires is always 
very small, while the energy consumed in the access to NUCA 
banks is pretty higher in the case of D-NUCA, because the 
mechanisms introduced in this architecture let the number of 
requests to L2 banks increase. From the point of view of the 
dynamic energy consumption, we observe that D-NUCAs are the 
most energy-hungry configurations: this is due to the increase of 
the NoC traffic that is a consequence of all the extra messages 
exchanged (migration protocols, multicast block search) among 
network nodes. In any case, thanks to the speed-up of the 
execution time, the increase in the dynamic component does not 
affect the total energy saving achieved by the reduction of the 
static energy component. 
 

VI. RELATED WORK 

The NUCA cache architecture was firstly proposed in [10] as 
a viable solution to mitigate the effects of wire delays [6] in last 
level cache memories, showing that NUCA structures 
outperforms a traditional Uniform Cache Architecture (UCA) 
when maintaining the same size and manufacturing technology. 
Subsequent works have extended this design in order to optimize 
efficiency [6][13], performance [6] or have proposed shared 
NUCA designs in the context of multiprocessors [12] 
[13][14][32][33]. While some of those work take into account 
also some energy related aspects, none of them have considered 
power and energy consumption as a main design issue and none 
of them exposes an explicit energy model that is suitable to be 
used with NUCA cache memories. 

Nevertheless a major concern in modern microprocessor 
design is the rise of total power consumption, a large portion of 
which, for CMOS processes at 65 nm and below, is due to static 

Figure 9 Total energy (static + dynamic) 
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power dissipated by leakage currents in particular by large 
SRAM structures like the ones implemented in last level on-chip 
caches [34]. In this context, techniques to reduce NUCA power 
consumption have been proposed in [19][20]. 

A proposal for an energy model for S-NUCA and D-NUCA 
has been proposed in [22]: the cache is decomposed into various 
elements (banks, links, network switches) and the static and 
dynamic energy consumption of each element is determined by 
referring to pre-existing models and tools. In the same work an 
analysis of the balance between static and dynamic power for 
NUCA architectures and an energy/performance trade-off 
evaluation for NUCA and its comparison with UCA is also given 
concluding that the static components dominate energy 
dissipation in NUCA designs, making the reduction of static 
power consumption a substantial issue for NUCA caches in deep 
sub-micron CMOS processes. The energy model is presented 
only for single core systems, however some works [23][24][25] 
have proposed the use of that model also for CMP NUCA 
systems, showing the relevance of the need for a CMP NUCA 
energy model. In [21] a model for NUCA interbank network 
elements is devised. 

The energy model we propose extends the one proposed in 
[22], being applicable to CMP NUCA systems and taking into 
account specifics CMP systems aspects such as coherence 
protocol traffic in the cache memory. Besides it proposes an 
improved methodology based on validated tools. 

VII. CONCLUSIONS 

NUCA caches are a promising solution for tolerating wire-
delay negative effects on performance. In addition to 
performance, it is important to take into account also energy 
aspects when dealing with such architecture. This can be done by 

adopting the model proposed in this paper, which takes into 
account cache physical organization as well as its usage for data 
access and coherence management, and the off-chip accesses 
component. The model can be used in a simple methodology 
based on existing tools. 

The application of the prosed model and methodology to  
reference S-NUCA and D-NUCA architectures has shown that 
the energy consumption is always dominated by the static 
component. Consequently, being the static consumption tied to 
the execution time lasting, the overall energy consumption can 
benefit from any technique aimed at enhancing the performance, 
although it will turn in an increase of the dynamic energy 
consumption. 
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