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Abstract 
 

Because of the increasing complexity of embedded 
systems, the related design process is becoming more 
and more complex and time-consuming. In this setting, 
the employment of standard tools and methodologies 
could significantly support designers in reducing time 
to market as well. In this paper we present our 
experience in the design space exploration for devices 
based on H.264 video coders. Despite of the inevitable 
inaccuracies due to the adoption of a system-level 
approach, the overall methodology has shown to be 
suitable to properly point out the most convenient 
architectural solutions by means of fast, high level 
simulation.  

 
 

1. Introduction 
 

Embedded systems applications are growing in 
complexity, and their supporting platforms must cope 
with a larger and larger demand for computational 
power, memory, and system resources. At the same 
time, embedded appliances are required to satisfy very 
strict constraints, involving both technological and 
marketing issues [1]. As a consequence, the design of 
such systems is becoming extremely complex, time-
consuming, and performed on a per-project based 
approach in terms of tools and methodologies used. 
On the contrary, the development and usage of 
standard tools and methodologies is expected to be a 
crucial step towards shortening time-to-market and 
delivering low-cost systems [2]. Furthermore, although 
we are currently able to put on a chip almost any 
number of transistors, often it is difficult to figure out 
how to exploit them at best: In the design of such 
complex systems, we are experiencing an increased 
cost for the exploration and evaluation of different 

alternatives for the system architecture, and the 
subsequent selection of the most convenient one [1], 
[2]. 

In this paper we present our approach to a 
methodology [3] for a rapid and not expensive 
preliminary design space exploration of a multicore 
embedded architecture. In fact, by leveraging high-
level simulations, it is possible to quickly obtain 
estimates of the execution time over different 
solutions. Because of the lack of minute details typical 
of the used system models, the simulation outcomes 
are necessarily affected by a certain level of 
inaccuracy; Yet, we must make sure that the they 
would be accurate enough to be trusted in comparing 
different solutions, and in driving any initial choice on 
the hw/sw architecture offering the best performance. 

Video coding technologies are widely used in 
consumer-electronics appliances like digital 
camcorders, and furthermore in this application field 
video compression algorithms are becoming more and 
more sophisticated (e.g. as in the case of the H.264 
standard [4]). The employment of multicore ASICs is 
thus very promising, as a convenient way to deliver the 
required computational power at a reasonable overall 
cost. We show how, using the proposed approach, it is 
possible to tackle the performance evaluation of 
different hw/sw architectures based on the H.264 
standard, and how preliminary results in this activity 
can be used. 

The rest of the paper is organized as follow: Section 
2 presents the overall methodology and the approach 
we propose in addressing the model creation problem, 
Section 3 shows the accuracy of the simulation results 
that are obtainable using our approach, Section 4 
presents one example of architectures comparisons, 
Section 5 concludes the paper. 
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2. System-level analysis approach 
 

Choosing the architecture for an embedded system 
in the first phases of a design process is not a simple 
task: only few details of a given architecture are 
known and available for simulations and performances 
estimation. Simulations can only rely on these few 
elements and, whatever the chosen simulation strategy, 
the results cannot be assumed as extremely accurate. 
However, in the early design steps, modifications can 
be easily operated and their cost is still low: so it is 
crucial to perform the correct choices as soon as 
possible. For this purpose, a viable strategy could be 
based on carrying out simulations to compare different 
candidate architectures, in order to properly choose 
and refine the best performing solutions. This 
methodology is made available by using HLPerses [3], 
a simulator for system-level design space exploration 
targeting embedded multicore systems. Once a set of 
candidate architectures has been chosen, HLPerses 
must be given structural details for each of them, in the 
form of a hardware model and a software model. Such 
models are developed according to precise XML 
schema. 

A Hardware Model (HM) is a description of the 
hardware components (such as CPUs, caches, buses, 
etc.) and their connections. Each component is 
characterized by a few parameters such as the clock 
speed and CPI (clock per instructions) for CPUs, the 
hit-rate for cache memories, the clock speed and 
latency for buses and main memories. 

A Software Models (SM) is a description of the 
software to be executed over the target hardware 
platform. It is organized in terms of processes, 
functions, computational-weight of each function, and 
distribution of threads among the available CPUs. It 
also describes the communications among processes 
by means of shared memory variables and semaphoric 
primitives. 

HLPerses performs an event-driven simulation 
based on the calculation of the sequence of the tasks 
executed by each CPU in the overall system, taking in 
account the number of assembly instructions executed 
by each CPU, the medium number of bus/memory 
accesses, conflicts over shared resources, etc. 

It is easy to understand that building good models is 
of fundamental importance to get good results from 
HLPerses: the accuracy of any simulation result 
basically depends on the ability to build a faithful 
model. 

In the following, by referring Figure 1, we describe 
the approach we followed to build the SM and to 

integrate HLPerses in the design process of an 
embedded system. 
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Figure 1. Steps and tools used in the adopted 
approach to obtain accurate Software and 

Hardware models 

 
In our methodology, the SM is built up starting 

from the C source code of the application running on 
the system. The code could be composed of many 
thousands of lines, so in the first place we must sort 
out the program portions that significantly affect the 
overall system performance. This task can be 
accomplished making use of execution profiling, i.e. 
compiling the whole original source code with a 
compiler with profiling options enabled and executing 
it in order to get estimates of the time spent on the 
different program sections. As a strong dependence of 
the computational behavior on the input data is usually 
experienced, the input cases must be chosen carefully 
among the ones that push the system towards 
performance-critical conditions. 

The selection of the program portions to be kept in 
the modeling process can be reasonably carried out by 
setting a threshold value for the portion runtime. In 
general a “program portion” can be identified with the 
execution of a single function in the source code: So, 
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only the functions whose contribution to the total 
program runtime is greater than a given value, are 
maintained in next modeling steps. 

The computational-weight for each line of code can 
be calculated using information from the execution 
trace of an instruction-set simulator for the target 
CPUs used in the architectures. In our case we use 
SimpleScalar [5] as theoretical target CPU and, 
executing the starting source code with SimFast (the 
instruction-set simulator of SimpleScalar) we are able 
to find how many assembly instructions are executed 
by the CPU for each line of code. Once calculated, the 
computational weights of each line can be grouped up 
in atomically executed segment of code, corresponding 
to the HLPerses function constructs. Functions are then 
used to build up HLPerses processes, and the process 
deployment among the available CPUs must be 
specified. In case of a single-threaded model, only one 
process must be created with the same control flow of 
the original program, and with the appropriate 
sequence of function calls. Sometimes some 
approximations in modeling the program control flow 
can be applied: For example information from the 
execution trace can be proficiently used to 
deterministically model the behavior of an “if-then-
else” instruction of the original code. 

Construction of HM is less critical: Almost all 
needed values for the hardware description are usually 
available in the architecture specifications (such as 
clock speed for CPUs and buses and elements 
interconnections) or in datasheets (such as memory 
latency). Only the determination of CPI parameter for 
CPUs deserves particular attention. It is well known 
that the CPI value is application-dependant, and that 
some reference values for it given in the literature can 
be used just to make “back of envelope” calculations 
[6]. Thus, we decided to find an accurate CPI value for 
the HLPerses models by experimentally retrieving both 
the number of clock cycles and the number of 
instructions actually executed on the target CPU. Such 
information can be obtained by means of a cycle-
accurate simulator: in our case, we use SimOutOrder 
(the cycle-accurate simulator for SimpleScalar), 
configured with an ideal memory system (0 cycles 
waiting on each access). 

 
3.Accuracy of the software model 

 
In order to estimate the accuracy of the adopted 

approach, we carried out some experiments, targeting 
video coder devices. In particular, according to the 
presented approach, we built models for a single-
threaded and single-core implementation of a H.263 

video coder [7]. Such models have been used to 
simulate the overall system behavior with HLPerses, 
finding out a number of performance estimates. These 
results have been compared to the corresponding ones 
obtained using the actual source code within a cycle-
accurate simulator (taken as the reference “actual” 
execution). Specifically, we have pointed out the 
runtime of each actual function, and the runtime of the 
corresponding modeled one, so that they can be 
directly compared. Moreover, taking into account the 
function call graph for the program, the model 
accuracy can be checked at different granularity levels, 
depending on what graph portions are grouped into a 
single modeled function. For the sake of simplicity, in 
the following we consider only two kinds of functions: 
leaf functions (i.e. not calling other functions), and not-
leaf functions (i.e. all the others).  

The coder implementation chosen for the 
experiments is TMNEncoder 3.0 [8], and the used 
cycle-level simulator is SimOutOrder, configured to 
simulate a real cache and main memory system (with 
the proper access time value) to make significant result 
comparisons. 

In going on with the modeling activity, some 
criteria have been used to prune out the less significant 
functions, from the performance point of view: Only 
the ones whose runtime was greater than a fixed 
threshold (set to 1% of the total application runtime) 
have been explicitly taken into account. As a result, 
more that 50% of the total number of functions in the 
source code has been cut away. 
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Figure 2: Detected error percentages for functions 

of TMNEncode3.0 that make no calling to other 
functions inside them 

 
Figure 2 and Figure 3 show the detected errors for 

some of the modeled functions. Figure 2 refers to leaf 
functions, while Figure 3 refers to not-leaf functions: 
In this last case, the measured final error depends also 
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on the errors present in the called functions. In the 
worst case we had a 15% error with a medium error 
percentage less than 5%. 
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Figure 3: Detected error percentages for functions 

of TMNEncoder 3.0 that make calling to other 
function inside them. 

 
The function named “CodeoneOrTwo” deserves 

particular attention: its execution is equivalent to the 
full coding of an inter-frame, and the error associated 
to this function is the overall coding error: It has been 
measured to be less than 6%. 

The error values from our experiments for the 
software model components push us to trust the results 
obtained through high-level simulations. The key 
factor to proficiently use a high-level simulator is the 
possibility to build up precise hardware and software 
models, especially relying on the information from the 
most significant portions of code in the application 
program. Thus, the overall error bounds associated to 
the simulation results will be sufficiently low to let us 
meet our final goal: a reliable evaluation and 
comparison of different architectural solutions in the 
first phases of the design process. 

 
4. Comparison of architectures for H.264 

 
In the previous section we have presented some 

experiments involving an implementation of the H.263 
coder. Here, we cope with issues around the design of 
devices based on a most recent and complex video 
coder: H.264. We shall evaluate and compare different 
architectures for coder devices, taking into account 
their behavior in dealing with video frame coding.  

H.264 is an advanced video compression standard 
developed by the ITU-T Video Coding Group and the 
ISO Motion Picture Experts Groups [4]. Compared to 
H.263 and other video compression standards, it 

reaches up to 50% of bit-rate reduction, yet preserving 
the same image quality. For this reason H.264 is the 
ideal candidate to be used in embedded applications 
such as videotelephony and portable video recording 
systems. 

Although H.264 compression requires high 
computational capabilities, it also potentially offers a 
high degree of parallelism in each single frame coding. 
This fact suggests the employment of multicore 
architectures, which can be regarded as a proper 
solution to increase performances and to obtain better 
coding times for each frame. As motion estimation 
(ME) is the most resource-consuming task of the 
whole compression algorithm, the use of some 
dedicated IP cell to carry out this task could be another 
good way to achieve the goal of reducing the execution 
time. 

In our case study we evaluate some different 
architectures for H.264 by comparing their 
performance in terms of elapsed time in coding a frame 
in inter mode. For this purpose we first built a single-
threaded SM according to the steps outlined in section 
2, starting from the source code of JM8.2 [9]. JM8.2 
implements the reference algorithm for the H.264 
video coding offering the best obtainable compression 
rate, at the cost of the highest computational load. This 
makes it not very useful to be actually run within a 
real-world appliance: in fact, in this setting a 
performance degradation in compression rate may be 
tolerated, in order to achieve a reduction in 
computational load.  

However the results we found with JM8.2 are very 
useful to understand how the methodology and the 
proposed approach can be used in the architectural 
exploration phase and which type of information they 
can produce. 

In the example we use again comparison to 1/100 of 
the total execution time as value to include or exclude 
functions in the model. 

The single threaded software model has been 
validated working as outlined in section 3. 

As second step, we selected four architectures built 
on identical general purpose CPUs, private cache and 
shared bus and main memory. The four architectures 
are depicted in Figure 4; the CPI (clock per 
instruction) parameter for CPUs have been chosen to 
be 1.5 with a clock of 40 Mhz while caches have been 
sized differently for each architecture according to the 
working set size. We considered, for each architecture, 
many values between 10Mhz and 40 Mhz for clock of 
bus and main memory to investigate performance 
dependencies on these parameters. For each of the 
three multicore architectures we build a multi thread 
software model in which coding of macroblocks of a 
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frame is equally divided among the available CPUs. A 
simple write invalidate protocol is assumed to be used 
for caches coherence. 
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Figure 4: First set of architectures selected for 

performances evaluation of the H.264 coder 
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performance evaluation of the H.264 coder 

 
As third step we considered a new group of 

architectures in which we introduced a dedicated IP 
cell for the Motion Estimation and calculation of a 
macroblock, because by profiling results it appeared to 
be the most time consuming task of the whole coding 
algorithm. The second group of architectures is shown 
in Figure 5: CPUs, caches, buses, and main memories 
are identical to the ones of the first group. The ME 
block has been modeled upon a real one that had been 
designed in past and is able to calculate a motion 
vector every 768 clock cycles. A DMA engine has 
been added, as it is necessary to transfer data between 
main memory and MB block private memory. The 
software models for the second group of architectures 
are based on the ones of the first group but the 
software functions that performed the motion vector 
calculation have been removed from the model and 
some synchronization mechanisms have been added. 

Figure 6 shows relative coding time for architectures 
of the first group for various clock values of buses and 
main memories. Starting from 100 for the slower one, 
we have found significant gains in coding times 
leveraging on number of CPU; clock speed variations 
while keeping unchanged the number of CPU in the 
system have more importance only for single and 
double CPU architectures. 

All cases show a 25% performance gain passing 
from 1 to 2 CPUs, and a 40% gain from 2 to 3 CPUs 
(i.e. almost 60% against the single CPU architecture). 

Adding one more CPU gives only 10% gain in 
performance. Reason of this can be searched not only 
in the saturation of bus available band (that should be 
compensated by bus clock increase) but also in the fact 
that dividing equally the 99 MacroBlocks composing a 
QCIF frame among the available CPUs means 
reducing workload of 50 MB when passing from 1 to 2 
CPU, of 17 when passing from 2 to 3 and only of 8 
when going to 4 CPU. 

Figure 7 compares the performance of the second 
set of architectures with the ones of the first set, 
assuming 100 being always the time of the slower one 
of the first group. Results refers to a clock of 1 Mhz 
for ME block and to a clock of 40 Mhz for bus and 
memories for all test cases.  
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Figure 6: Performance gains for the first set of 

architectures for various clock values of bus and 
memories 

 
As expected, the introduction of a dedicated IP cell 

for motion vector calculation, freeing the CPUs from 
the more onerous tasks, allows to catch up remarkable 
improvements in the coding times: architectures with 
ME block require approximately only a third of the 
time employed from the correspondents architectures 
without of block ME. 
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Furthermore, as shown in Figure 8, the performance 

of the architectures including the ME block seems to 
be less sensitive to the bus/memories clock rate: An 
increase in clock rate from 10 to 40 Mhz determines 
less than 10% performance gain in case of one single 
CPU used, and less than 5% with 2, 3 or 4 CPUs. 
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5. Conclusions 
 

An approach to system-level design space 
exploration for embedded multicore systems has been 
presented, showing its proficient application in the 
field of architectural design of video coders. Moreover, 

accuracy issues in the simulation activity related to the 
approach have been pointed out. In particular, we have 
show how, starting from a C source code 
implementation, it is possible to derive its main 
behavioral aspects. This task is crucial to come to 
accurate models for the high-level simulator HLPerses. 
Experimental results have shown that simulations 
based on those models are affected by an overall error 
percentage less than 6%. 

The application of the presented methodology to the 
case of H.264 coders has quantitatively described the 
benefits deriving from the adoption of different 
multicore architectures, with or without a motion 
engine.  
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