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ABSTRACT 
Traditionally, in the field of embedded systems low power 
consumption and low cost have been always regarded as stringent 
specification constraints. In recent years, high computational 
power has become a fundamental requirement as well. This has 
been mainly determined by the introduction of new features, 
typical of general-purpose systems, e.g. GUI-based interfaces. In 
this setting, low cost, low power consumption, significant 
computational power and short time-to-market are conflicting 
needs that have to be accommodated. The adoption of a simple 
multiprocessor on a single chip can be deemed a convenient 
answer, because it is able to deliver a considerable computing 
power using low-cost and low-power CPU cores. In this paper, we 
take into account SPP, a cartographic system to be deployed on 
hand-held devices. We present the overall methodology used for 
designing the multiprocessor architecture of its hardware 
platform, and we focus on the activities that have been carried out 
to get to the more convenient setting for the system, respect to the 
specification requirements. 

The adopted design process includes two phases. The former 
(coarse-grain exploration) is aimed at selecting an architecture 
suitable to properly support the appliance features; the latter (fine- 
grain exploration) is aimed at tuning the parameter values with 
the purpose of obtaining to the best system setting. We show how 
this tuning phase for the SPP chipset has involved the selection of 
the clock rate and the cache coherence strategy, and the analysis 
of bus traffic. Moreover, from the discussed study it becomes 
evident that further improvements in the system performance have 
to be pursued possibly operating on the software components. 
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1 INTRODUCTION 

In the last decade, in the field of embedded systems an 
increasing demand of computational power [12] has lead to the 
introduction of new hardware solutions. Moreover, the new 
architectural proposals (like SoC multiprocessors) must address 
also other fundamental requirements [22]: the overall appliance 
cost has to be kept as low as possible, as well as the time-to- 
market, and low power consumption is always a severe constraint, 

especially on hand-held devices [20]. Multiprocessors on a single 
chip [15] [10] have been proposed as a convenient solution that 
fulfills such conflicting needs. SoC multiprocessors can also be 
built reusing low-cost and low-power IPs already present on the 
market. The architectural design of dedicated chipsets is a very 
challenging task, and it is usually carried out by means of 
performance evaluation of a huge number of possible hardware 
configurations. The designer is in charge of discovering a proper 
solution within a wide design space, which usually includes also 
architectures that do not fit the stringent constraints on 
computational power, cost, and power consumption. 

The goal of this paper is the presentation of the activities 
carried out in the design space exploration for the SPP chipset, 
which includes a SoC naultiprocessor and the support to a number 
of different peripherals as well. The SPP chipset has been 
primarily designed to be the main component of platforms for 
electronic cartography, possibly placed also on hand-held devices 
for naval applications a. The target cartographic platform for the 
SPP chipset incorporates an LCD display, and it must support a 
GPS system. The LCD may be chosen with different resolutions 
for different end products. 

The whole design process for the SPP chipset has taken 
directly into account the behavior of modem cartographic 
software, thoroughly describing the use of system resources 
(CPU, memory, LCD, other peripheral devices). The simulations 
required to carry out the design space exploration should allow as 
much as possible for the major computational activities for the 
system: in our case, they can be pointed out as the chart plotting 
and the GPS services [2]. 

At the very beginning, the design space is too large to be 
explored taking into account all possible characteristics of the 
final system: the use of repeated time-consuming simulations 
becomes not only unpractical, but often absolutely unfeasible. For 
this reason, we have decided to investigate first on the overall 
architectural scheme, and then to go on with a fine-grain activity 
to properly tune the selected architecture. Thus, the adopted 
design flow includes two phases, The fomaer (called coarse-grain 
exploration) is aimed at finding out an architecture suitable to 
properly support the appliance features, and flexible enough to 
tolerate minor changes in the software portion of the whole 
system. The latter (fine-grain exploration) is aimed at tuning the 
selected architecture, finding out the parameter values that lead to 

1 The SPP chipset has been developed within the SPP project, funded by 
the European Community under contract no. 29173. It has been 
produced by Alcatel Microelectronies. 
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Figure 1 - Graphical description of the design flow, which 
includes two phases. During the former, called coarse-grain 
exploration, a number of different eligible architectures is 
evaluated up to the selection of one of them. During the latter 
(fine-grain exploration) the selected architecture is tuned, finding 
out the parameter values that best fit the whole system 
requirements. 

the more convenient setting for the system, respect to the 
specification requirements. 

Figure I illustrates how the different activities in the design 
methodology connect to each other. The feedback paths represent 
the hints, coming from the inspection and analysis of results, and 
that are helpful to refine the workload characterization, to 
populate the pool of eligible architectures, and possibly to suggest 
updates to the employed simulator. 

At the end of the coarse-grain exploration, we have selected 
an architecture with two ARM 710 cores [2] [1]. ARM is a 32-bit 
microprocessor that uses RISC technology and a fully static 
design approach to obtain both high performance and very low 
power consumption. Low cost, low power consumption, low- 
voltage operation high performance, and compact design make 
ARM suitable for embedded cartographic systems. 

After the selection of the general architecture, some 
important issues still remain open: i) how to find the exact value 
for the clock rate that makes the chip operate at its best; ii) in 
order to guarantee coherence of data within caches, what strategy 
is the best one to apply in this context; iii) how the actual bus 
traffic impacts the whole system features, and its flexibility 
towards upgrades to the software components; iv) what 
optimizations might be performed to further improve the system 
quality. 

2 COARSE-GRAIN EXPLORATION 

The first design phase of a chip for an embedded 
cartographic system is based on performance evaluation of a 
number of diverse eligible solutions for the overall architectural 
scheme. In the context of the systems discussed in this paper, the 
main performance metric is the execution time [19], coupled to 
the power consumption. In particular, it is important to make 
provision for a worst-case analysis, pointing out the most time- 
consuming paths within the activities typically exercised by the 
end user [9]. 

The coarse-grain design space exploration can be carried out 
by initially working on the workload definition, specifying both 
the significant software activities and their dependencies on the 
input data. 

After this preliminary phase, we can keep on exploring the 
design-space by repetitively executing the following basic steps: 

1. Definition of a pool of eligible architectures to be evaluated. 
Each architecture, to be placed within the pool, must satisfy 
the specification constraints on power consumption. 

2. Simulation of the software activity over each architecture in 
the pool. 

3. Comparison and analysis of simulation results, and selection 
of an architecture in the pool, according to given criteria. 

We have employed trace-driven simulation techniques [7] 
[17] for the architecture evaluation. This kind of simulation needs 
a set of traces of memory operations. The traces carefully 
describe the actions performed by each CPU during the execution 
of the software activity selected as workload. In order to make 
them suitable to describe the activity over a multiprocessor 
platform, the traces have to be properly split into different 
portions [9], introducing also communications and 
synchronizations among them. Each portion represents the 
software activity to be assigned to a single CPU core in the 
simulation. 

The cartographic appliance encounters the most CPU- 

Figure 2 - Plotting of a typical average-complexity map (Elba 
island, Italy). The plotting time on the LCD display (often called 
also redraw time) depends on the map portion to show, on the 
richness of details, and on the zoom level. 
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intensive and time-consuming software activity in plotting a map 
on a LCD screen. This procedure has to be carefully dealt with, 
because it directly influences the user-perceived quality of the 
whole system. Moreover, the time spent in the map redraw might 
be slowed down also by the concurrent cyclic execution of GPS 
algorithms (that are in charge of updating the geographical 
position). The computational load on the CPU largely depends on 
the input data for the selected critical activities, i.e. mainly on the 
particular map portion to be shown. Thus, it is crucial to perfonn 
a thorough input domain analysis, in order to figure out the input 
data that trigger the heaviest load (and possibly also the average 
one). 

Throughout the whole design process, for trace-driven 
simulations we have referred to software applications that are 
currently employed in modern cartographic plotters. Such 
applications rely on dedicated graphic libraries that provide 
functions for both managing complex composite objects and 
performing low-level activities (e.g. line drawing, shape filling, 
etc.). All these primitives are used within the map plotting 
procedure. This last activity is usually called map redrawing, as it 
is repeatedly executed, triggered by changes of the geographic 
position of the device and/or on the modifications of the zooming 
ratio. After a quick preliminary analysis, it can be found that the 
execution time of the map redrawing depends on the specific 
portion of the chart (stored on a peripheral device called "C- 
card") to show on the LCD display. Therefore, the map portion 
that determines the longest execution time must be carefully 
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chosen, as it will be taken as the worst input case for the system. 
Moreover, a map of medium complexity can be used to conduct 
experiments on the average operating conditions for the systern. 

The map portion to be used as worst-case input test has been 
searched in the chart of the Southern Norway coastlines, because 
of its graphical complexity. In fact, it is particularly rich of 
details, both geographical (islands, fjords, mountains, etc.) and 
symbolic (bridges, lighthouses, gas stations, etc.). An automatic 
procedure for scanning the whole chart has been implemented, 
and as a result the map portion requiring the longest plotting time 
has been found out. The chart scanning procedure has 
systematically tested a grid of geographical points to be taken as 
the center of the map plotting, and for each of them it has tried out 
different values for the zoom level. The worst-case chart portion 
has been used in the trace generation as input data for the plotting 
procedure. A map of Elba Island, Italy, was chosen as a 
representative of a medium complexity case, and it is shown in 
Figure 2. 

The architecture selected for the SPP chipset during the 
coarse-grain exploration phase, is based on two CPU cores with 
private caches of 8 Kbytes, 4 ways, 16 byte blocks, with copy- 
back writing policy. It has a symmetric design and a single 32-bit 
width bus. Such an architecture offers a quick plotting time for 
both worst- and average-case maps; it has been chosen also 
because of its simplicity respect to other configurations with 
analogous performances, and because of its reasonable occupancy 
in terms of chip die size [2]. 

Figure 3 shows a schematic view of the selected architecture, 
telling apart elements implemented inside the chip and external 
components (either affecting the system performance). 

ACTIVITIES IN FINE-GRAIN 
EXPLORATION 

The architecture selected in the coarse-grain exploration, at 
an operating clock rate of 35 MHz, satisfies the basic 
requirements for the cartographic device, but much other work 
has still to be done to get to a correctly tuned system. For 
example, we have to understand what is the more convenient 
clock rate to adopt for the SPP chipset, representing the best 
tradeoff between the delivered computational power and power 
saving. Moreover, we have not specified how to deal with the 
cache coherence problem. Another important issue requiring 
further investigation is the estimation of the traffic on the unique 
bus employed for the whole system: in fact, the might become a 
very bottleneck in critical conditions. Finally, an analysis of the 
actual behavior of the CPU cores could give essential suggestions 
on how to operate to further increase the system performance. 
This last aspect is crucial to possibly make the platform suitable 
also for new, more complex versions of the software cartographic 
application. 

Figure 3 - Schematic view of the SPP architecture. 

In this simplified sketch, on-chip peripherals and other internal 
modules are omitted, in order to emphasize the placement of the 
CPU cores. The out-of-chip components may have dissimilar 
access timings, with a heavy influence on the whole system 
performance. The module called C-card is a special-purpose 
device which stores compressed digital maps. 

3.1 Frequency 
During the fine-grain exploration phase some important facts 

about the clock rate are worth being taken into account: 

The chip is required to work in the vicinity of  other critical 
devices, used in the naval cruise control, and operating at a 
frequency around 40 Mhz. 
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• Power consumption could be reduced slowing down the 
working frequency (as shown, e.g., in [13]). 

Therefore, an important activity in the second design phase 
is to determine the range of viable frequencies for the chipset, in 
view of possible interactions with other devices and of power 
consumption reduction. Moreover, a correct working frequency 
should guarantee that: 

The map plotting time satisfies the system specifications; 
All the employed IPs work correctly; 
Bus utilization guarantees sufficient bandwidth in spite of 
map changes (i.e. the bus does not get saturated during the 
processing of complex maps). 

The selected architecture includes a single bus, whose traffic 
has both a component due to LCD refreshing and a component 
due to accesses to main memory. When the clock rate is 
decreased, the LCD transfer could saturate the bus, increasing the 
CPU-to-memory latency and thus the redraw time. 

3.2 Coherence strategy 
Whenever private caches are used in multiprocessors, 

multiple copies of the same data block can exist in different 
caches at the same time and can cause the coherence problem [21 ] 
[23] [16]. If  processors are allowed to update their own copies 
independently, they can generate an inconsistent view of the 
memory, leading to program malfunction. When one of them 
performs a write operation on a block currently present at least in 
another cache, a coherence protocol is required to guarantee that 
each subsequent read operation by any processor could get the 
updated value. The protocol activity requires a certain number of 
bus transactions to keep the copies coherent, and thus it gives an 
additional contribution to the bus traffic, affecting the system 
performance. For this reason, the choice of an adequate coherence 
maintenance strategy is a critical step in embedded systems, 
because the design complexity has to be kept low, and at the same 
time high performance levels must be guaranteed, to avoid any 
possible violation of the product specifications. Basically, all 
solutions to the cache coherence problem fall into two large 
groups: software- and hardware-based [21 ]. 

T a b l e  I 

Timings of some external peripherals (in clock cycles). 
For DRAM and SDRAM, in case of a burst access 

(indicated as seq), the timing depends on the burst length 
(indicated as N). 

Non- Non- 
seq seq 

Read Write 

DRAM 4 4 (<= 25 MHz) 

DRAM 5 4 (> 25 MHz) 

SDRAM 5 4 

C-Card 202 

Seq Seq 
Read Write 

4+(N-1)'2 4+(N-1)'2 

5+(N-1)'3 

5+(N-1) 4+(N-1) 

47 

Software-based solutions generally rely on the actions of the 
programmer, compiler, or operating system. Software schemes are 
less expensive than their hardware counterparts although they still 
require some hardware support. The most straightforward 
software strategy consists in marking shared-data as uncacheable. 

Hardware-based solutions are usually called cache 
coherence protocols. Although they require increased hardware 
complexity, their cost is well justified by their significant 
advantages (at least in general-purpose systems, or in platforms 
for high-performance computing). 

Whenever we have to cope with the choice of a coherence- 
maintaining strategy [24] [8], we should consider that system 
parameters (i.e. cache size, block size, number of ways) and 
application parameters (i.e. the access pattern to shared data [6]) 
affect perfonnance, while the overall objective, in the ease of a 
cartographic SoC, is to keep low the complexity of the design. 
The points to be taken into account are the following: 

• The workload tasks mainly proceed in an independent way, 
and the shared data is a little percentage of  the whole data. 

• Private caches are small-sized. 

In such an environment, misses are predominantly 
replacement ones. This fact leads us to discard any idea of 
complex software strategies for coherence maintenance, because 
data are continuously replaced. Thus, the simplest solution lies in 
avoiding the use of caches for all the shared data. This choice has 
two basic advantages: 

• It makes easier the architectural design 
• It guarantees cache coherence maintenance 

However, as rarely analyzed in the field of embedded system, we 
consider also some perfornaing hardware coherence protocols, to 
determine what the best strategy to maintain coherence between 
data is. 

3.3 A step forward: Hardware or Software 
Optimizations? 

In the coarse-grain exploration we tuned system parameters 
with the intent of satisfying the specifications on redraw time. 
These system parameters [2] are related to the memory hierarchy, 

T a b l e  II  

Parameters affecting the fine-grain design space exploration. 

Parameters 

LCD Type 

Values used in simulations 

LoRes: 320x240 
Refresh Freq: 60 Hz 

HiRes: 512x384 
Refresh Freq: 60 Hz 

RAM Type SDRAM DRAM 

ELBA ISLAND 
(average case) 

1 0 1 1 5 1 2 5  

MESI PSRC I 

NORWAY COST 
(worst case) 

I Shared data: 
uncacheable 

Input cases: 
Map portions 

Frequency 
(Mhz) 

Coherence 
Strategy 
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F i g u r e  4 - Redraw time in the average and worst case of the selected architecture using either a low- or high-resolution LCD (respectively 
340x240 and 512x384 pixels, with a refresh frequency of 60 Hz). The two diagrams present a similar shape, obviously showing a decrease 
of the redraw time as the clock frequency increases. The memory type does not significantly affect the map plotting time, and the 
influence of the LCD resolution is modest as well. 

to the system architecture (symmetrical vs. asymmetrical) and to 
the interconnections. Moreover, ARM cores have been chosen 
since the beginning for both their technical characteristics (above 
all, low power consumption) and their low cost. 

Finally, in the fine-grain exploration, we can investigate also 
on what optimizations might be perfomaed to further speed-up 
performance, operating on the system parameters. This kind of 
analysis can be performed starting from an estimation of the idle 
time (Tidle) of the CPU cores, i.e. the time they have to wait for 
the completion of operations involving the subsystem external to 
the CPU cores (including caches, main memories and other 
devices). In fact, a possible reduction of Tiale might be achieved 
tuning the values of the architectural parameters. Whenever Tidle 
represent a minor percentage of the whole execution time, any 
ffi.~rther architectural improvements do not affect significantly the 
user-perceived performance of the system. In this last case, it 
might be sensible either to rearrange the architecture of the 
software cartographic application [3] or to modify the basic 
architectural scheme (e.g. increasing the number of CPUs or 
changing the CPU type). 

4 FINE-GRAIN ARCHITECTURE 
EVALUATION 

Once the workload and the parameters of fine-grain 
exploration have been defined, trace-driven simulation [16] is 
used to evaluate the perfomaance of cartographic applications 
over the selected architecture. 

As previously done, even in this design phase we have to 
consider also the architectural characteristics of the different 
elements extem to the SPP chipset, but actually present on the 
appliance board (e.g. RAM memory, controllers, etc.). In fact, the 
access timings of such devices affect the overall system 
performance (even if cache memory usually has a heavy 
decoupling effect). We have simulated the behavior of each 
possible solution on two different products, employing in the low- 

end appliance cheap RAM memory and a small LCD display 
(340×240 pixels), and in the high-end one a quicker memory and 
a wider display (512×384 pixels). Table I shows the timing of the 
extern elements, while Table II shows the whole set of parameters 
utilized in the simulations. 

Different parallel architectures can be compared making use 
of a variety of performance metrics proposed in the literature [ 19]. 
Anyway, especially in embedded systems, the plain execution 
time is the basic index for architecture evaluation. The selection 
of the most appropriate solution is carried out using some given 
performance metrics. In our particular case, the simplest 
performance index is the time spent in redrawing a map on the 
LCD display. Such index can be measured for the plotting of both 
the most complex and the typical map, according with the worst 
and average test cases chosen in the previous workload definition 
activity. 

The metrics taken into account for the determination of the 
range of viable operating frequencies for the SPP chipset are 
mainly the redraw time and the bus utilization. Figure 4 shows the 
redraw time in the average and worst cases, when the clock 
frequency of the chip spans the range between 10 and 45 MHz, 
for a system employing a low-resolution (diagram on the left) or a 
high-resolution LCD (right side of the figure), in the case of both 
SDRAM and DRAM memory. It is evident that the dependency 
on the memory type is negligible at every frequency, and this 
behavior is an evidence for the correct setting of the cache 
parameters. 

The redraw time significantly increases with the adoption of 
a high-resolution configuration, and with the worst-case test map. 
This is also a consequence of the increased traffic on the bus, 
which gets closer and closer to the saturation (as shown in Figure 
5). From our analysis, we can conclude that the chip can operate 
in the range between 15 and 45 MHz, avoiding the neighborhoods 
of 40 MHz. In fact at lower frequencies the bus utilization, and 
consequently the redraw time, becomes prohibitive. On the other 
hand, clock rates higher than 45 MHz do not guarantee the correct 
operation of all the employed IPs. 
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Figure 5-- Bus utilization breakdown at increasing clock rates, using both a low- and high-resolution LCD (first and second diagram), in 
the average and worst case (respectively the first two bars for each frequency, and other two), with DRAM and SDRAM memory 
(respectively the first and third bar for each frequency, and the second and fourth ones). The shown components are due to several kinds of 
the data transfer: between caches and memories (indicated in figure as "CACHE"), between memory and display ("LCD"), and others 
("OTHER"). The LCD relative contribution increases as frequency decreases, because it occupies a nearly fixed bandwidth at every 
frequency. Using a high-resolution LCD and a DRAM memory, the bus gets to the saturation level at a working frequency of 10Mhz. 

About the choice of a coherence strategy, we consider three 
different solutions: 

• The uncacheable shared data strategy, i.e. we choose to not 
store in cache any shared data (it might be implemented via 
the cacheable bit of the ARM processor [1]); 

• The MESI [7] hardware coherence protocol; 
• The PSCR [7] hardware coherence protocol. 

MESI and PSCR are two hardware snooping coherence 
protocols, that adopt respectively a Write Invalidate and a Write 
Update strategy to maintain coherence among data (PSCR adopts 
an hybrid strategy, i.e. a Write Update strategy for shared data 
and an Invalidate strategy for private data). 

The rationale behind the choice of the no-cache strategy 
comes from simple observations on shared data in the workload. 

They are less than 0.01% of the total accessed data. This 
percentage might become higher in software applications that 
extensively exploit the chipset architecture parallelism. For the 
hardware coherence, instead, we take into consideration two of 
the most performing coherence protocols proposed for general- 
purpose multiprocessors [7]. 

Results (not showed) confirm that the performance 
differences between the three strategies are minimal, less than 1% 
in our case. Thus the increased complexity of the chip logic, due 
to the adoption of a hardware coherence protocol, is not justified 
by the performance gain. 

In order to analyze the possible behavior of software 
applications that better fit the SPP architecture, we have carried 
out another experiment. Following the methodology presented in 
[17], from the original trace we have derived a synthetic trace 
with similar locality behaviors, but with a percentage of 0.5% of 
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Figure 6-- Miss rate and redraw time (in the worst input case and with the high-resolution LCD), referred to different coherence strategies 
(with no caching of shared data, MESI and PSCR). The results are normalized to the no-cache strategy, in order to show improvements 
due to the adoption of hardware coherence protocols. The workload employed here is a synthetic trace with a locality behavior similar to 
the typical SPP workload, but with a larger usage of shared data. The no-cache strategy presents the higher miss rate, as well as the higher 
redraw time. However, redraw-time differences between the strategies are less than 5% 
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Figure 7- Breakdown of the redraw time at an operating clock rate of 25 MHz, using both a low- and high-resolution LCD (first and 
second diagram), in the average and worst case (Elba and Norway), with DRAM and SDRAM memory. The shown components are the 
time spent performing elaboration (Texe), the time spent waiting for cache-memory transfer (Tcaehe) , and the time spent waiting for other 
transfers (Tother) , mainly involving I/O and C-Card. The map heavily affects Texe ; anyway, in every tested condition, the sum of Teache and 
Tother (i.e. Tidle ) represents a minor percentage of the whole redraw time. Thus, any significant performance improvement may be achieved 
only acting on Texe., possibly reorganizing the software architecture. 

accesses to shared data (about 50 times higher than the previous 
case). Then, we have evaluated the redraw-time and the miss rate 
in this case (Figure 6). The differences among the various 
strategies are once again negligible, lower than 5%, thus 
confirming that the choice of the no-cache strategy is a good 
compromise between complexity and performance, at least up to 
the shared accesses percentage we have considered. 

The final issue to be addressed concerns other possible 
optimizations of the system setting. Typically a not well-tuned 
system exhibits a very high idle time (i.e. the time wasted by the 
CPU, in consequence of stall due to the memory system). In the 
last shown experiment (Figure 7), we have decomposed the 
redraw time at an operating clock rate of 25 MHz, using both a 
low- and high-resolution LCD (first and second diagram), in the 
average and worst case (Elba and Norway), with DRAM and 
SDRAM memory. Such a decomposition encompasses Texe i.e. 
the time the CPU is not idle, Tcaeh e i.e. the time the CPU is idle 
due to cache-memory transfer, and Tothe r i.e. the time the CPU is 
idle due to other operations, mainly involving I/O and C-Card 
transfers. The results show that the sum of the Teach e and Tothe r 
c o m p o n e n t  (Tidle) is less than 15% of the whole redraw time, and 
only for the worst case: most of the time is spent in the Texe 

Table III 

Results of the fine-grain design space exploration 

Working Frequency 15 - 45 Mhz (except 40 MHz) 

RAM Type SDRAM or DRAM 

Coherence Strategy Shared Data Uncacheable 

Further improvements At software level 

fraction. This means that any future significant perfomaance 
improvement might be achieved only by reducing the Texe 
component. It can be done changing the CPU core type or 
increasing the number of processors on the chip. Another less 
expensive possibility consists in analyzing the software 
architecture, and consequently redesigning the software structure 
to make it fit better the underlying multiprocessor platform [3]. 

Table III summarizes the results of the fine-grain design 
space exploration. 

5 CONCLUSIONS 

In the context of the ever-growing market of embedded 
systems, the architecture design plays a central role, because it is 
required to find the proper solution to accommodate conflicting 
requirements like low cost, low power consumption, and high 
computational power. 

We have illustrated how, in the field of cartographic 
embedded systems, a dedicated architecture can be designed 
taking into account the behavior of modern cartographic software. 
The design flow can be split into two distinct phases, namely 
coarse-grain exploration and fine-grain exploration. In particular, 
the description of the activities carried out in this last phase has 
shown how, for the SPP chipset, it is possible to determine a 
range of viable clock frequencies, a simple cache coherence 
strategy, and to obtain suggestions on what should be further 
optimized to obtain an extra improvement of performance. 
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